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Abstract 
There is a growing need for EW/IO systems to do more with less: more bandwidth and better 
performance, in less space and with less power.  And since different topologies have their own 
strengths and weaknesses, the final system may be compromised in performance, or size, or both.  
In this paper, we demonstrate a method for maximising performance and minimising the size of one 
particular sub-system – the wideband frequency synthesiser.  This synthesiser covers a frequency 
range from megahertz to greater than 40 GHz with less than 15 W input. 
 

Introduction 
Modern EW/IO systems are increasingly required to do more with less [1].  Not only must they 
receive and correctly identify emitters using complex modulation schemes over a wide frequency 
range, but they must also do this in less and less space than before.  As the number of systems 
onboard ships and aircraft increases, the space available for the EW suite decreases.   Since most of 
these new systems are electronic, the EW system must also run off as little power as possible.  
UAVs demonstrate the ultimate result of this trend, with space and power both at a premium. 
 
We have chosen the wideband frequency synthesiser, a sub-system common to many EW receivers, 
as a test platform.  A previous miniaturisation effort by Madni et al [2] had a frequency range of 1 
GHz to Ku-band, using 38 W in a package 178 x 198 x 58.6 mm.  Our target frequency range is 
megahertz to at least 40 GHz.  This is to be achieved with less than 15 W power consumption in a 
package less than 150 x 100 x 30 mm.  In a survey of commercially available synthesisers, we 
found that products with similar package size and power consumption were limited to a frequency 
range of at best 2 – 18 GHz.  
 
There are three main topologies for frequency synthesisers and to see how performance and size are 
optimised, it is helpful to review some of the key characteristics of each topology [3, 4].  
 
Direct synthesisers are very fast and can have a very wide frequency range.  Simply adding another 
multiplication stage will increase the bandwidth almost indefinitely.  Phase noise is dominated by 
the fundamental increase of Nlog20 , where N is the multiplication ratio between the reference 
oscillator and the output.  However, direct synthesisers require a lot of filters.  It becomes difficult 
to achieve both high resolution and a wide frequency range using direct synthesis methods alone. 
 
Indirect synthesisers use a phase locked loop.  Because of the closed-loop feedback nature of the 
system, it is slower than a direct synthesiser.  How much slower depends on the required resolution.  
Bandwidth is limited by the oscillator, which may be an octave or better for varactor tuned 
oscillators, to over a decade for YIG tuned oscillators.  Outside the loop bandwidth, phase noise is 
determined by the oscillator noise, and follows the same Nlog20  law of the direct synthesiser.  
Within the loop bandwidth phase noise is limited by the noise of the PLL, which is expressed by the 
equation ( ) ( ) COMPSSB fNfFOMfL log10log20 ++D=D  [5]. 
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Direct digital synthesisers use a phase accumulator look-up table.  DDS’s typically have high 
resolution, which can be changed by simply adding and removing control bits.  Package size is very 
small, although additional output filtering is usually required to suppress harmonics, clock leakage, 
and other spurious signals.  Power consumption can be low, but generally increases with higher 
output frequencies. 
 
In practice, synthesisers use a combination of these techniques.  And so the question asked in this 
research was: how can we combine direct and indirect synthesis methods in a way that will 
maximise bandwidth in a given space?  What is a practical way to achieve at least 40 GHz 
frequency range in less space and with less power than most commercially available products use to 
cover 2 – 18 GHz? 
 

System Design – Small is Beautiful 
To fit the target package constraints requires a two part approach.  First: design a system with 
minimum component count.  Specifically, design with as few filters as possible.  Second: design 
individual components for minimum size.  Careful frequency planning is needed at this stage.  
Rather than using large and costly hybrid circuits, most active circuits in this synthesiser are 
commercially available MMICs, typically only 2 to 3 square millimetres in area.  Band edges for 
each RF path are set according to the bandwidth of each MMIC.  Wherever possible, we aim to set 
the band edges so that the lowest cutoff frequency is 20% higher than the highest passband 
frequency, or vice-versa for a highpass filter.  This was found to provide a good compromise 
between rejection and insertion loss.  Then, by taking into account the performance of each MMIC, 
we are able to tailor each filter’s individual requirements and choose a topology that will best match 
our needs in a minimal area. 
 
The synthesiser block diagram is shown in Figure 1.  The two VCOs cover a combined bandwidth 
of greater than one octave, with some overlap at the centre of the band.  These are phase locked 
using fractional-N synthesiser chips, to give high resolution without unnecessarily compromising 
tuning speed or phase noise.  Direct synthesis extends performance to the limits of the frequency 
range.  A cascade of prescalers from the VCO outputs gives division ratios in powers of two from 2 
to 32.  This adds almost two decades of frequency range below the VCO fundamental frequency.  
Doublers are used to add another octave of range immediately above the VCO bands, with a high 
performance mixer extending the frequency range into the millimetre-wave region above 40 GHz. 
 

 
Figure 1: Synthesiser block diagram 

 



System Design – Power Saving 
With only 15 W available to run the synthesiser, power saving must be factored into the design 
from the beginning.  As well as saving space, minimising the component count also helps to save 
power.  But minimising the component count is not enough; the components that are selected must 
be efficient.  MMIC performance is specified at a particular bias voltage and current draw. Ideally 
the bias voltage will be less than 5 V and the current draw as low as possible – the definition of 
“low current” is somewhat nebulous, since it depends on the type and function of each device and 
what other comparable options are available. 
 
Choosing efficient components is not sufficient on its own to meet the power requirements.  A 
further advantage of our synthesiser architecture is the separation of functional blocks.  This 
separation makes it possible to switch off unused sections, which further limits power consumption.  
For example, when generating a mid-range frequency that comes directly from one of the 
oscillators, both the prescaler and doubler sections can be switched off, saving several watts.  The 
circuit designer does need to be careful at this point, to ensure that the time needed to power up a 
functional block is less than the settling time of the phase locked loop. 
 
The final step in reaching the 15 W target is to use a switching regulator.  Switching regulators are 
notoriously noisy, and conventional wisdom is that they should be kept as far away from signal 
sources as possible.  But even using state of the art components and switching off all unused 
components, without a switching regulator it is not possible to run the synthesiser off a typical ±12 
V system and use less than 15 W. 
 
Minimising the noise from the switching regulator starts with the RF circuit design, and accurate 
details of the expected load in different conditions.  With this information, the regulator design can 
proceed; in particular, the smallest suitable components can be selected for each part of the circuit.  
Correct layout prevents noise from coupling to other circuits through the ground plane.  Finally, 
noise sensitive circuits such as oscillators are isolated from the switching regulator by low drop-out 
linear regulators. 
 

Packaging the Synthesiser 
The package design for this synthesiser builds on the familiar concept of microwave 
supercomponents, but with greater flexibility to trade-off requirements between different sections to 
meet the overall goal.  The topology for each microwave circuit was chosen based on consideration 
of the performance that could be achieved, the required horizontal area, and the required vertical 
clearance.  The end result is that passive circuits in this synthesiser make use of many established 
and well understood topologies: Lumped element, quasi-lumped element, and distributed circuits 
using microstrip on soft substrate, microstrip on hard substrates, and suspended stripline.  Active 
circuits include hybrid MIC and surface mount packaged MMIC, but are predominantly bare die 
MMIC. 
 
Physically, the package is a multi-level, multi-layer design.  RF and DC/control circuits are 
separated between sub-modules according to function.  The separation points are chosen to 
minimise the total number of connections, and so that RF connections are made at the lowest 
possible frequencies.  This allows us to use larger and more rugged connectors on the sub-modules, 
which are more tolerant of misalignment.  All RF connections in this synthesiser operate at 
frequencies below 18 GHz, even though the output reaches frequencies higher than 40 GHz. 
 
Within each sub-module, RF and DC/control circuits are kept separate.  RF circuits are single sided, 
but are machined to different heights – hence the multi-level description.  DC/control circuits are 
mounted on a separate PCB, usually a multi-layer PCB with surface mount components. Space for 



tall components is made by cutting pockets into the chassis.  The PCB connects to the RF section 
through the floor of the housing.  This pattern is repeated in each sub-module, to give a multi-layer 
circuit of multi-layer circuits! 

 
Figure 2: Cross section through a single sub-module 

 
A cross-sectional view through the synthesiser, Figure 3 shows the level of packaging density that 
can be achieved with this design approach.  Even at this density, there is enough heat sinking to 
operate the synthesiser at temperatures above 70°C, and it is still rugged enough to survive shock 
and vibration.  Individual sub-modules are designed to be compatible with standard laser sealing 
methods, protecting the bare microwave semiconductor components from contaminants.  
DC/control circuits can be protected with conformal coating, again using standard methods. 

 
Figure 3: Cross section through the entire synthesiser 

 

The Synthesiser in the Real World – Manufacturing a nd Reliability 
This wideband synthesiser is not just a demonstration of what is possible with current microwave 
technology, but also of what is desirable and practical in a real manufacturing environment.  The 
synthesiser can be thought of as a system of systems, where each sub-module is treated as a separate 
system with its own clearly defined inputs and outputs.   Each sub-module can be assembled and 
tested independent of the other sub-modules, so that the overall manufacturing time is kept to a 
minimum.  Later on, if repairs are needed, a faulty sub-module can be replaced without interfering 
with the other sub-modules. 
 
The main reason for minimising the parts count is to minimise size, but it has follow-on effects for 
reliability.  A direct consequence of fewer parts is that the mean time between failures is higher.  
Using two oscillators and multiple RF paths gives a simple redundancy measure, so that the system 
can degrade gracefully if a component fails.  This is also useful for diagnostics and fault-finding; 
based on the output power at different frequencies, a factory technician can quickly determine 
where a fault has occurred. 
 

Measured Performance 
This design approach was verified by manufacturing two prototype synthesisers.  Both were fully 
tested at +25°C.  The second unit was also tested under different environmental conditions 
including temperature extremes and vibration. 
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Figure 4: Wideband synthesiser fundamental output power 

 
The typical output power of the prototype units is plotted to 40 GHz in Figure 4.  The average 
power level is +9.0 dBm. 
 
A result of shutting down unused functional blocks is that the actual power consumption for the 
system varies depending on the output frequency.  As Table 1 shows, this is generally below the 15 
W target.  Power consumption for the second prototype is slightly higher due to differences in 
individual component bias levels. 
 

Table 1: Wideband synthesiser power consumption 
Frequency 

(GHz) 
First Prototype 

(W) 
Second Prototype 

(W) 
9 12.6 14.9 
20 12.8 13.9 
30 13.7 14 

> 40 14.5 15.2 
 

Performance of the wideband synthesiser is stable over temperature and vibration.  Testing the 
output power level of the second unit between -20°C and +55°C showed insignificant change.  It 
survived unchanged when exposed to storage extremes of -65°C and +85°C, and both random and 
sinusoidal vibration profiles in all three axes. 
 



 
Figure 5: The finished wideband synthesiser 

Conclusion 
We have used the topology and design techniques presented in this paper to manufacture a 
wideband frequency synthesiser with high performance in a small volume.  The output frequency 
range extends from megahertz to above 40 GHz, and is achieved within the size and power 
consumption targets.  Careful frequency planning and COTS MMIC devices keeps the component 
count low and the filter size small.  Time and further research will tell if we have reached a limit of 
synthesiser technology, or if we can achieve even better performance in an even smaller package. 
 
Although we have demonstrated this on a wideband synthesiser, the packaging design approach can 
be applied to other microwave sub-systems as well.  The relative improvements in performance and 
size will of course depend on the user’s requirements and the limits of current technology, but in the 
same way that designers benefit from combining components into supercomponents, they can also 
benefit when systems are integrated into microsystems, such as we have demonstrated with this 
synthesiser. 
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